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SI Materials and Methods
Processing of Neural Data. All off-line analyses were performed in
MATLAB (MathWorks). Broadband (0.01–11 kHz) neural signals were acquired at 30 kHz. Following acquisition the raw
signal was filtered into LFP (low-pass 400 Hz) and high-frequency (bandpass 300–6,600 Hz) components. After filtering,
the LFP signal was down-sampled to 1 kHz. We extracted spike
waveforms and multiunit activity from the high-frequency signal
by extracting sections of the filtered signal (1.6 ms in duration)
around times when the signal crossed a threshold set at 3.5 SDs
below the mean filtered signal. We used a robust estimate of the
SD. To isolate single-unit activity, we projected spike waveforms
into a 3D principal component feature space on a moving 100-s
time window. We used the unsupervised clustering algorithm
k-means to over-cluster the spike waveforms. We then manually
merged clusters that displayed clear separation from the multiunit cloud. Only time periods during the recording in which the
single-unit cluster was clearly isolated from the multiunit cloud
over the entire 100-s time window were accepted as single units.
All clusters were verified by visual inspection off-line. For all
analyses spikes and phases of the LFP were obtained from separate electrodes within the same area.
Behavioral Task. We trained animals to perform movement tasks

for fluid rewards. During each experimental session, monkeys first
performed a center-out task and then a two-arm-bandit choice
task. All analyses reported here are restricted to the choice task.
To start a trial, the animals placed their hands on two proximity
sensors placed at waist height. Central touch and fixation targets
were displayed (red and green squares side-by-side, 2° visual angle
on a side, green on left) at which the animals had to assume and
maintain touch and fixation for 500–800 ms (uniform distribution). In the choice task a yellow triangle and a diametrically
opposed yellow circle were displayed at an eccentricity of 10°
visual angle. One target position corresponded to the direction
of the response field of a recorded neuron, and shapes were
placed randomly into either target position at each trial. The
yellow color cued the animal to perform a combined reach-andsaccade movement to a target after an instructed delay period of
1,000–1,500 ms (uniform distribution). At the end of the delay
period the central stimuli were extinguished, signaling the animal
to execute the movement. All analyses reported here are limited
to the touch-and-fixation and delay period described above. The
animals performed an additional delay period in subsets of the
data as described elsewhere (13). The target shapes cued noisy
reward magnitudes, and the animals were free to choose to move
toward either shape on every trial. The mean reward magnitudes
for each shape remained constant for 50–60 trials and then
transitioned to a new mean magnitude in an unsignaled fashion
(Fig. S1). The mean magnitudes for the two shapes could assume
one of the following three constellations with each shape possibly assuming either value: 0.067 mL vs. 0.137 mL, 0.085 mL vs.
0.120 mL, and 0.099 mL vs. 0.106 mL. On each trial a Gaussiandistributed variability (mean 0, SD 0.014 mL) was added to the
magnitude associated with both targets trial by trial. The data
analyzed here encompassed 16,123 trials (monkey C) and 11,440
trials (monkey R) that the animals performed on the choice task.
To reveal the lawful relation between reward magnitudes and
choice behavior, we binned the single-trial reward differences
between the shapes into six bins (after normalizing the rewards
within each day to range from 0 to 1) and fit a psychometric
function to the choice probabilities across bins
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where Pcircle is the probability of the animal choosing the circle
shape and R is the magnitude of the difference in the reward
between the circle and triangle shape. We obtained maximum
likelihood estimates of the four parameters a, b, c, and d that
characterized the horizontal offset (d), the vertical offset (a), the
slope (c), and the amplitude (d).
Spectral Analyses. We estimated spectral densities, oscillatory phases,
and SFC throughout all analyses using multitaper methods (time/
bandwidth parameters: 500 ms and 5 Hz) (66, 67). To estimate the
oscillatory amplitudes for the PAC analysis, we used different time/
bandwidth parameters (250 ms and 10 Hz). For the baseline epoch we
used the 500 ms immediately preceding the onset of the choice
targets. For the choice epoch we analyzed the period from 200–700 ms
after target presentation. To determine which spike-field pairs had
significant SFC, we used a random permutation test to compare the
magnitude of the SFC within a frequency range of 2–60 Hz (59
frequency bins) against an empirical null distribution obtained by
separately permuting spike trials and LFP trials (10,000 permutations). We controlled the FWE rate across all frequency bins and
LFP recordings (maximum 2) for each spike recording by comparing
the SFC against the 95th percentile of the rank-based maximum
statistical resample distribution (68, 69). The resample distribution at
each frequency was obtained by first establishing the maximum rank
occurring at each resample across all frequencies and LFP electrodes. The rank of a resample was the position in a sorted version of
the resamples within each frequency. We then selected the actual
resamples for each frequency according to this maximum rank distribution. In other words, we went through the list of maximum
ranks occurring at each resample and for each frequency selected
the frequency-specific resample corresponding to this rank. This
procedure ensures that the maximum resample distribution is not
biased by largely different distributions across frequencies. For example, if particular frequencies exhibited very large effects compared
with others, these frequencies would dominate the maximum resample distribution because they would be selected as maximum
resamples more often, effectively lowering the degrees of freedom of
the resample distribution.
Based on these tests, we labeled a unit as coherent if at least one
frequency bin exhibited significant SFC. Where we recorded LFP
activity on multiple electrodes, we chose the LFP recording with the
maximum number of significant SFC frequency bins for further
analyses.
We tested for differences in SFC and signal power between the
baseline and choice epochs using a random permutation test
(10,000 permutations). We controlled the FDR at P < 0.05 for
the tests between the two intervals (70).
We chose eight evenly spaced phase bins to assess the phasedependence of MI. Phase bins were centered at zero and every π/4
steps with a width of π/3. For subsequent analysis, estimated
phases were rotated so that zero corresponded to the average
spike-preferring phase Ψ across all n spike-associated phases ψ
within the analysis window
Pn iψðiÞ !
ie
Ψ = arg
.
n
MI. We studied the encoding properties of neurons’ firing rates by
quantifying the MI between the spiking of a neuron S and the
movement condition C (in or out of response field)
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To derive the marginal and conditional probabilities of spiking and
movement condition, we created two binary matrices that represented the presence of a spike and the movement condition, respectively, for each time point and trial at 1-kHz sampling. We
resolved MI in time by computing the respective probabilities across
trials within a sliding 100-ms window and a step size of 10 ms. We
labeled a unit as informative about choice by comparing the MI 200–
1,000 ms after target onset against an empirical resample distribution obtained by permuting the association between spike trains and
movement conditions across trials (10,000 permutations).
To study the phase-dependence of MI, we analyzed the activity
units that exhibited coherent activity during the choice interval
and were informative about choice (see above) in the interval
200–1,000 ms after target onset.
To estimate phase-dependent MI, we estimated the marginal
and conditional probabilities for times when the phase of the LFP
recording fell within each phase bin. To achieve even sampling
across all phase bins, the estimation of the probabilities for each
phase bin was restricted to occur over the lowest number of samples
across all phase bins (nmin). We then used a bootstrapping procedure to estimate the average amount of MI for each phase bin.
We randomly drew nmin samples from all samples at a given phase
bin 1,000 times to create MI resamples and averaged across all
resamples to obtain the average MI at a phase bin.
We tested whether the MI is modulated by oscillatory phases using
permutation statistics based on the resultant length R, also called
“modulation strength,” across the n bins of the phase histograms at
different frequencies f within 2–60 Hz (59 frequency bins)
 P
!
n
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where the complex number I represents the quantity Q (average
MI across units) as well as the center phase φ of phase bin k for
frequency f
If ðkÞ = Qf ðkÞeiφðkÞ .
To test for significant modulation strength we compared Rf
against an empirical resample distribution obtained by randomly
shuffling the association between the quantities Q and phases φ for
each unit before averaging the quantities within phase bins across
units (10,000 permutations). We controlled the FWE across frequencies using rank-based maximum resample statistics (68, 69).
We further assessed the distribution of MI and spike counts
across the phase bins for two frequency ranges, beta and gamma, in
greater detail. To do so, we first obtained a frequency-averaged
phase histogram for each unit by averaging the quantities Q within
each phase bin across frequency bins that exhibited significant MI
modulation strength (see above) and fell into the frequency ranges
of interest (beta, 12–30 Hz; gamma, 40–60 Hz). To test whether
the trigonometric moment of the MI phase-dependent histogram
is different from the trigonometric moment of the spike count
phase-dependent histogram, we obtained the trigonometric moment M of a histogram by averaging across its n bins
Pn
M = arg

k IðkÞ

n

!
.

The difference in moments between the histogram of the spike
count MSC and the MI MMI then was given by
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To test for a difference in the trigonometric moments between
MI and spike count, we compared the actual difference in moments to an empirical resample distribution of differences in
moments. We obtained the resample distribution by randomly
exchanging the quantities Q between phase bins of the two histograms before calculating the moments. To account for the
differences in the distributions of quantities between MI and
spike count, we normalized all quantities such that the integral of
each histogram equaled 1 before performing the above analyses.
Because the mean resultant length R assumes a unimodal
concentration of quantities across phase bins, it is insensitive to
more complex forms of modulation such as multimodal modulations. Thus we repeated the analysis of modulation strength across
frequencies using permutation statistics based on the entropy
(nonuniformity) H of the phase-dependent histogram (71)
Hf = −

n
X



pf ðkÞlog pf ðkÞ .

k

Here p represents the relative MI at each phase bin k across all n
phase bins for frequency f obtained by dividing the MI at each phase
bin by the sum across phase bins. We subsequently normalized Hf
by the maximum entropy to obtain the modulation entropy (Fig. S3)
^ f = Hmax − Hf ,
H
Hmax
where the maximum entropy reflects the entropy under the uniform distribution. We derived the significance threshold for the
modulation entropy using the same permutation procedures as
for the modulation strength described above.
To control for confounding associations between the amount of
spiking and MI, we also performed the above analysis while
stratifying the number of spikes at each phase bin. To do so, we
randomly deleted spikes in excess of the minimum observed spike
count across phase bins and then computed the MI at a given
phase bin. We repeated this procedure 1,000 times and averaged
the observed MI at each phase bin. In addition we studied energy
in the histograms unrelated to the spike count by removing the
linear prediction of the MI by the spike count through linear
regression (see Fig. 3, choice-MI and orthogonal-MI, and Fig. S4
for an example).
Cross-Frequency Coupling. To study the interaction between theta,
beta, and gamma activities, we quantified the cross-frequency
PAC (36, 56) and NML (37) between LFP activity in the theta
(5 Hz), beta (20–25 Hz), and gamma (40–50 Hz) frequency
ranges. Both types of coupling were estimated across different
electrodes. For each frequency pairing we estimated the lower
frequency at the LFP-delivering electrode and the higher frequency at the spiking electrode. We filtered the LFP signals
(time/bandwidth parameters: 500 ms and 5 Hz for phases and
250 ms and 10 Hz for amplitudes) in the epoch 200–1,000 ms
after target onset into the frequency components.
To quantify PAC, we constructed a complex signal for each
frequency pair Sf1,f2 consisting of the combined instantaneous
amplitude A at frequency f1 and phase estimates P at frequency f2
at each time point (1,000-Hz sampling), trial, and electrode pair

SðtÞf 1, f 2 = AðtÞf 1 eiPðtÞf 2 .
We then obtained the coupling strength CSPAC and preferred
coupling phase PPPAC for each frequency and electrode pair as
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As with the PAC, we first constructed a time-resolved
signal of the phase differences PD for each frequency and
electrode pair
!
ei ðnpθðtÞf 1 Þ
PDðtÞf 1, f 2 = arg
,
eiθðtÞf 2

the resultant length and argument of the average across all
samples T of Sf1,f2, respectively
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.
n p f 1 = f 2.
We then obtained the coupling strength CSNML and the preferred phase difference PPNML for the phase–phase coupling as
the resultant length and argument of the complex average of the
phase differences
1
0P
T iPDðtÞf 1,f 2 

@ t e
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To test for significance of the strength of the PAC, we first
converted the coupling strength nonparametrically to z-scores for
each electrode pair using permutation statistics. We shuffled the
trials of the amplitude and phase signals randomly before constructing Sf1,f2 (10,000 permutations) and computed the coupling
strength. We then converted the raw coupling strength to a
z-score according to its rank within this resample distribution,
giving a normalized coupling strength with an expected value of
0 under the null hypothesis. To test for significant cross-frequency coupling, we tested whether the normalized coupling
strength across electrode pairs was significantly greater than zero
with a permutation test.
To quantify cross-frequency phase–phase coupling, we used a
phase-locking statistic for the generalized phase difference between the different frequency bands (37). Two oscillations at the
different frequencies f1 and f2 where n*f1 = m*f2 for integers n and
m are phase coupled if the distribution of their generalized phase
differences n*θ1 – m*θ2 is nonuniform. We quantified the average
phase–phase coupling between theta (5 Hz) and beta [20, 25 Hz,
n = (4 5)], theta (5 Hz) and gamma [40, 50 Hz, n = (8 10)], and
beta (20, 25 Hz) and gamma (40, 50, n = 2) frequencies.
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We used the procedures described for CSPAC to test for significantly nonzero phase–phase coupling strength CS NML
between oscillations. The normalized CS NML and the phase
differences PPNML were averaged across frequency pairs within
frequency ranges of interest (e.g., 5–20 Hz, 5–25 Hz) for each
electrode pair before performing group statistics across electrode pairs.
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Fig. S1. An example of reward drifts and choice behavior. (A) Drifting reward environment. Data for the circle target are shown in black, and data for the
triangle shape are shown in gray. After 50–60 trials both shapes transitioned to one of six possible noisy average reward differences in an unsignaled fashion.
(B) Choice probabilities match the ratio of rewards. The block average reward ratio (normalized to minimum–maximum) is shown in gray, and block average
choice probabilities are shown in black. Choice probabilities in a sliding 10-trial window are shown as a dotted black line.
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Fig. S2. Details of the SFC across the task epochs. (A) Percentage of units with significant SFC for the baseline and choice epochs. The data in Fig. 2B are shown
for up to 100 Hz. (B) The difference in SFC between the baseline and choice epochs across all recorded units for up to 100 Hz. (C and D) SFC according to Fig. 2A
but shown separately for a matched number of electrode pairs in the lateral and medial banks of the IPS (n = 69). (E and F) As in C and D but shown separately
for the half of the recordings made from electrode pairs with tips near each other (median separation of 1.07 mm) and for the half of the recordings made
from electrode pairs with tips further apart (median separation of 2.86 mm). The Inset in E shows a histogram of the electrode distances. The center of the two
small arrows indicates the median distance between electrodes used to split the pairs into two groups. All shadings depict the 95% confidence interval.
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Fig. S3. MI modulation entropy across frequencies. The black line shows the modulation entropy obtained across phases at different frequencies. The significance threshold is shown as a gray line. Background shadings depict the two frequency ranges of interest (beta and gamma).
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Fig. S4. Single-unit examples of choice-MI, spiking, and the creation of the orthogonal MI histogram for the beta-frequency range. (A–C) Choice-MI, spiking,
and orthogonal MI histograms for a single unit in monkey C. The orthogonal MI results from regressing out the shape of the spiking histogram from the choiceMI histogram on an individual spike–LFP pair basis. (D–F) As in A–C but for a single unit in monkey R. (G–I) Population average histograms of the measures. The
selection of frequencies was according to the results presented in Fig. 3.
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Fig. S5. Spike-stratified phase-dependent choice-MI. (A and B) As in Fig. 3 C and F but for choice-MI that has been estimated with the same number of spikes
at each phase bin. The selection of units and frequency bins for averaging are identical to those in Fig. 3 C and F. Black radial lines depict significant trigonometric moments of the histograms (permutation tests < 0.05) with the 95% confidence interval depicted at the end.

Fig. S6. Phase-dependent spike counts and MI for monkey C. (A–F) As in Fig. 3 B–G but for all units of monkey C individually. Black radial lines depict significant trigonometric moments of the histograms (permutation tests < 0.05) with the 95% confidence interval depicted at the end.
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Fig. S7. Phase-dependent spike counts and MI for monkey R. (A–F) As in Fig. 3 B–G but for all units of monkey R individually. Black radial lines depict significant trigonometric moments of the histograms (permutation tests < 0.05) with the 95% confidence interval depicted at the end.
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Fig. S8. Phase-dependent MI histograms for subselections of units based on different properties. Phase-dependent choice-MI histograms are analogous to the
analysis in Fig. 3 C and F but are for units selected solely based on beta coherence (A and B), gamma coherence (C and D), or a half split into low-firing rates (F
and G) or high-firing rates (H and I), the lateral (J and K) and medial (L and M) banks of the IPS, or a half split into near (N and O) or far (P and Q) electrode tips.
Black radial lines depict significant trigonometric moments of the histograms (permutation tests < 0.05) with the 95% confidence interval depicted at the end.
For comparison we added the moment of the corresponding spike-count histograms as black circle. (E) Average firing rates of the two half-split groups of units
in F–I. Error bars depict 95% confidence intervals.
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Fig. S9. MI modulation strength for other subsets of the data. (A) Results analogous to those presented in Fig. 3A but computed based on units selected for
significant SFC in the theta range and significant choice-MI. (B) Results analogous to those presented in Fig. 3A but for the 500 ms before the onset of the
choice targets. (C) An analysis analogous to that presented in Fig. 3A but for coherent units without significant choice-MI.
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