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Abstract— Non-parametric regression has been shown
to be useful in extracting relevant features from Local
Field Potential (LFP) signals for decoding motor intentions.
Yet, in many instances, brain-computer interfaces (BCIs)
rely on simple classification methods, circumventing deep
neural networks (DNNs) due to limited training data. This
paper leverages the robustness of several important results
in non-parametric regression to harness the potentials of
deep learning in limited data setups. We consider a solu-
tion that combines Pinsker’s theorem as well as its adap-
tively optimal counterpart due to James-Stein for feature
extraction from LFPs, followed by a DNN for classifying
motor intentions. We apply our approach to the problem
of decoding eye movement intentions from LFPs collected
in macaque cortex while the animals perform memory-
guided visual saccades to one of eight target locations. The
results demonstrate that a DNN classifier trained over the
Pinsker features outperforms the benchmark method based
on linear discriminant analysis (LDA) trained over the same
features.

Index Terms— Neural decoding, brain-computer inter-
faces, local field potentials, non-parametric regression,
neural networks.

I. INTRODUCTION

A. Motivation

A KEY challenge in neural engineering is the restoration
of lost and/or impaired motor functions in subjects with

chronic disabilities by means of brain-computer interfaces
(BCIs) [1]–[3]. At the heart of this challenge is the design of
reliable and robust neural decoders. To foster their successful
practical deployment in BCIs, several important issues should
be addressed. First, neural decoders should generalize well
in decoding motor actions from signals collected at different
recording sites (e.g., cortical depths). Second, neural decoders
should generalize well across population of subjects that
perform the similar tasks. Finally, neural decoders should
generalize well when trained with limited training data. In this
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paper, we focus on the problem of designing highly accurate
neural decoders that perform well across different cortical sites
and across different subjects using limited training data.

B. Related Work

Neural decoders utilize either non-invasive signal acqui-
sition technology, or chronically implanted microelectrode
arrays to collect signals directly from brain tissue [4]. The
electroencephalography (EEG) is a safe and relatively cheap
non-invasive modality [5], [6]; nevertheless, EEG signals are
known to have low signal-to-noise ratio (SNR) and poor
spatial/temporal resolution which is often cited as a limiting
factor [4]. On the other hand, invasive modalities are derived
from high-precision extracellular recordings of neuronal activ-
ity, and they offer high SNR and excellent spatial/temporal
resolution. One such modality is the firing rate that captures
the high-frequency activity of individual neurons [1], [7];
however, the ability to detect neuronal spikes diminishes over
time due to the sensor degradation. Recent advances have
shown that local field potential (LFP) signals, representing
the aggregate low-frequency activity (<100 Hz) of networks
of neurons, is a viable alternative for designing reliable BCIs
with long-term outlook [7]–[9] since electrode arrays can still
detect the low-frequency components of extracellular currents
even after they lose the ability to detect spikes.

The theory of non-parametric regression has proven to be
vital for the success of LFP-based neural decoders [10], [11].
This has led to the development of non-parametric fea-
ture extraction technique based on the famous Pinsker’s
theorem [12]. As opposed to conventional feature extractors
that use spatial covariance matrices [6], [13]–[15] or the power
spectrum density (PSD) [8] of the LFP signals, Pinsker’s
features naturally incorporate both the amplitude and phase
information inherently present in the LFP signal, leading to
significant improvements in the accuracy of decoding motor
intentions from LFP data [10], [11]. In these early stud-
ies, Pinsker’s features are used along simple classifiers such
as the linear discriminant analysis (LDA) [16]. While the
LDA performs relatively well even for scarce data sets, its
performance is rather limited [8], [10], [11].

The re-emergence of deep neural networks (DNNs) makes
them an attractive choice for BCIs. Several recent works
have reported some degree of success particularly in non-
invasive, EEG-based neural decoders. The work presented
in [17] applies deep convolutional neural network (CNN) for
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classification of motor imagery tasks using multichannel EEG
data where the signals are first translated into time-frequency
images using the short-time Fourier transform. In similar fash-
ion, the authors in [18] use the synchrosqueezing transform
to generate features and a CNN for classification of focal
and non-focal EEG signals, whereas the authors in [19] apply
CNN over the spatial covariance matrices of EEG data. The
authors in [20] introduce the EEGNet which is an integrated
neural decoder where the features are extracted automatically
from raw EEG data using temporal and spatial filters which
are trained jointly with the fully-connected multi-layer DNN
for classification. An early work in [21] applies recurrent
neural network (RNN) for predicting macaque arm reaches
from the firing rates of large network of neurons recorded
using invasive data acquisition methods. RNNs have been
also used in [22] to capture the temporal variability of firing
patters of the neurons recorded across long period of time,
fostering successful cross-session decoding. Further progress
has been reported in [23] where variational autoencoder (VAE)
was used to model and predict single-trial firing patterns from
large population of neurons. In addition to the aforementioned
notable works, [24]–[26] provide comprehensive reviews of
common classification methods in BCIs including DNNs.

DNNs, particularly CNNs and RNNs are known to require
extensive training data [27], [28] and it should be noted that in
all of the works cited above, the available data is consistently
large which, in many instances, is the exception rather than
the rule [4], [24]–[26]. Specifically, data sets in invasive BCI
configurations are often quite limited due to two main reasons:
(i) collecting sufficient amounts of training data via invasive
electrophysiology techniques is time-consuming and expensive
process [1], [4], [7], and (ii) neuronal activity signals are
known to be highly non-stationary, which implies that their
structural and statistical properties vary substantially over time,
space and subjects [29], [30]. This has ultimately limited the
applicability of advanced DNN architectures such as CNNs
and RNNs in LFP-based BCIs.

C. Our Contributions and Main Results

Motivated by the robustness of the non-parametric fea-
ture extraction method based on Pinsker’s theorem proposed
in [10], [11] and the success of deep learning [27], [28],
we consider a novel approach for designing robust and reliable
neural decoders, aiming to combine the benefits of both
methodologies and foster successful application of deep learn-
ing in limited data setups. We introduce two neural decoding
architectures. The first one uses the minimax-optimal function
estimator due to Pinsker for feature extraction, followed by
fully connected multilayer perceptron (MLP); we refer to this
architecture as deep Pinsker neural network (DPNN). The
other architecture applies the James-Stein estimator, which is
an adaptively minimax-optimal variant of Pinsker’s estimator,
valid over large sets of classes of smooth functions, followed
by fully connected MLP and referred to as deep James-Stein
neural network (DJSNN). We apply these architectures for
decoding intended eye movement directions from LFP data
collected from the prefrontal cortex (PFC) of two macaque

Fig. 1. Experimental protocol [8]. A: Each trial is initiated when the
subject’s eyes fixate on the central target on the screen. B and C:
One of the peripheral target lights is flashed for 300 milliseconds while
the subject still gazes at the central light. D: 1 to 1.5 seconds after
extinguishing the peripheral target light, the central target is switched
off. E: This cues the subject to saccade to the location of the previously
lit peripheral target. F: If the subject saccades to the correct location
on the screen, the trial is completed successfully. All procedures were
approved by the NYU University Animal Welfare Committee.

monkeys performing memory-guided visual saccades to one of
eight target locations on a screen. The results demonstrate that
a relatively shallow DNN when trained over Pinsker’s features
is powerful enough to outperform simple decoding approaches
based on an LDA classifier consistently across all cortical
depths. We also demonstrate that our approach outperforms
state-of-the-art deep neural decoders such as EEGNet [20],
while offering significant computational advantage.

II. METHODS

We organize this section in three parts. In Section II-A
we describe the experiment and the data. In Section II-B
we review the theory of non-parametric regression including
Pinsker’s theorem and its blockwise James-Stein extension
which we use for extracting features from LFPs. Section II-C
presents our main contribution, namely a deep neural decoder
with non-parametric feature extraction.

A. Experimental Setup

1) Memory-Guided Visual Saccades: Adult male macaque
monkeys (M. mulatta) are trained to perform a memory-guided
visual saccade task to one of eight target lights on a screen.
The protocol is illustrated in Fig. 1. The period between
switching off the target light and the cue is referred to as
memory period; in our work, we only consider LFP segments
during the memory period of a successful trials.

2) Data Acquisition: Data was collected from two subjects,
herein referred to as Monkey A and Monkey S. The ani-
mals were instrumented with a head restraint prosthesis that
enables head position fixation and eye movement tracking. The
recording chambers were surgically implanted in a craniotomy
made over the right prearcuate gyrus of lateral PFC using
MRI-guided stereotaxic techniques (Brainsight). The chambers
were implanted at the same locations in the PFCs of both
subjects. A microelectrode array consisting of N = 32
movable electrodes, i.e., channels (20 mm travel, Gray Matter
Research) was semi-chronically implanted in the chamber.1

The initial position of each electrode at the beginning of the
experiment was receded 1 millimeter within the drive; after
penetrating the dura and the pia, action potentials were first
detected at a mean depth (from the initial position) of 2.23 and
3.04 millimetres for Monkey A and Monkey S, respectively.

1See also [8], [31], [32] for details.
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Signals were initially recorded at 30 kHz and were subse-
quently down-sampled to νS = 1 kHz to obtain LFPs.

3) Data Description: As the experiment progressed, the posi-
tions of individual electrodes were gradually advanced deeper
into the PFC. A fixed configuration of electrode positions over
which multiple trials are performed is referred to as elec-
trode depth configuration (EDC). Each EDC is described by
a 32-dimensional real vector; each entry in the vector contains
the depth position of an individual electrode with respect to
its initial position. The mean depth increase steps are ≈34 and
≈100 microns for Monkey A and Monkey S, respectively. The
experiment was performed over a total of 34 and 55 EDCs
with a mean depth increase steps of ≈34 and ≈100 microns
for Monkey A and Monkey S, respectively; it should be noted
that the recording for Monkey S began before action potentials
were detected, i.e., before the electrodes penetrated the surface
of the PFC, and the recordings for the first 14 EDCs were
taken while the electrodes were still fully/partially outside the
PFC [8]. The total number of trials across all EDCs is 3922 for
Monkey A and 13064 for Monkey S. The respective averages
are ≈90 and ≈250 trials per EDC for Monkey A and Monkey
S, respectively; the only exception is EDC-6 in Monkey A for
which a total of 827 trials were collected across 10 sessions.

B. Robust Feature Extraction: Theoretical Foundations

We present an overview of the theory of non-parametric
regression that underlines our feature extraction approaches.

1) Problem Statement: Let the sequence {Yt }t=0,1,...,T −1
represent a discrete-time LFP signal collected from an arbi-
trary electrode with sampling frequency νS = 1 kHz during the
memory period. We assume that the LFP signal consists of two
components [12]: 1) information-carrying but unknown signal
waveform, represented by a smooth function f that determines
the dynamics of the decision-making process, and 2) noise-like
component, σ Z which captures all remaining information in
the LFP which does not contribute to the motor movement
intention and is modelled as a zero-mean, independent and
identically distributed (i.i.d.) Gaussian process with standard
deviation σ . The two components add up as follows:

Yt = ft + σ Zt , Zt ∼ N (0, 1), t = 0, . . . , T − 1, (1)

where ft = f (tνS) and Zt denote the discrete-time versions
of f and Z , respectively. We do not assume any parametric
model for f ; instead, we assume that f ∈ F where F is
a general space of smooth functions. It is well-known that
neuronal activity is non-stationary across time, space as well
as subjects; this occurs as a result of the natural variability of
the recording conditions as the experiment proceeds [22], [29],
[30]. Hence, it is reasonable to assume that each individual
trial, conducted under the same experimental conditions will
produce a different function f . As a result, we conclude that
each target location k = 1, . . . , K (with K = 8 in our case,
see Section II-A) forms a sub-class of functions in the function
space F . In light of this, our objective can be expressed as a
composite hypothesis testing problem; namely, we aim to find
a plug-in decision rule δ({Yt }) that maps the estimate f̂ ({Yt })
of f into one of the K = 8 possible target classes.

2) Gaussian Sequence Model: A desired property of the
plug-in decoder δ({Yt }) is to be consistent. One way to
enforce and guarantee consistency is to take the worst-case
miss-classification probability to zero. This motivates the use
of minimax-optimal function estimators. However, function
estimators are, in general, objects with infinite number of
dimensions and difficult to use in practical neural decoders.
The theory of Gaussian sequence models, provides a simple
framework for designing finite-dimensional representations of
the minimax-optimal function estimators. In the Gaussian
sequence framework, we first project the time series data (1)
onto an orthonormal set of functions, such as the Fourier basis,
to obtain the following sequence space representation:

yl = θl + �√
T

zl , zl ∼ N (0, 1), l = 1, 2, . . . , (2)

where, yl , θl and zl are the projections of the vectors Y =
(Y0, . . . , YT −1), f = ( f0, . . . , fT −1) and Z = (Z0, . . . , ZT −1)
onto the l-th function in the Fourier basis of sines and
cosines [12]. Now, instead of estimating f in the function
space F using the regression model (1), we can alternatively
estimate the sequence {θl} using the representation (2).

3) Pinsker’s Theorem: Let the Fourier coefficients θl live
in an ellipsoid such that

�
l a2

l θ2
l ≤ C where a1 = 0,

a2m = a2m+1 = (2m)α with α > 0 denoting the smoothness
parameter; this requirement is equivalent to assuming that F is
a Sobolev class of functions of order α. Then, the asymptoti-
cally minimax-optimal estimator of θl is [12]

θ̂∗
l =

�
1 − al

μ

�
+� �� �

cl

yl = cl yl , μ > 0. (3)

The function (x)+ operates as a rectified linear unit (ReLU),
i.e., (x)+ = max{x, 0}. We see that Pinsker’s estimator shrinks
the observations yl by an amount cl = 1 − al/μ as long
as al/μ < 1; otherwise, it attenuates them to zero. Thus,
the optimal estimator (3) has only a finite number of non-
zero components. This is the key simplification offered by
the sequence representation (2) and Pinsker’s estimator (3);
namely, it allows us to transition from the infinite-dimensional
function space (i.e., the time domain (1)) to an equivalent
finite-dimensional representation in the sequence space (i.e.,
the frequency domain) where only a handful of Fourier coef-
ficients corresponding to the lowest frequencies are non-zero.
In other words, Pinsker’s theorem tells us that the optimal
regressor for functions assumed to exhibit Sobolev type of
smoothness is weighted low-pass filtering.

4) The Blockwise James-Stein Variant: Pinsker’s estimator
(3) depends on the Sobolev smoothness parameters α, C which
in practice are not known. In other words, these parameters
should be treated as hyper-parameters, meaning that they
should be optimized using the training data via some form
of cross-validation. However, in setups with limited training
data, this might lead to overfitting. An alternative approach
that does not require knowledge of the smoothness parameters
is the James-Stein estimator and its blockwise extension. Let
y = (y1, . . . , yn) ∼ N (θ, �2 I ), where θ = (θ1, . . . , θn) be
a multivariate diagonal Gaussian random vector. Consider the
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problem of estimating θ from y. The James-Stein estimator of
the vector θ , defined for n ≥ 2, is given by [12]:

θ̂JS(y) =
	

1 − (n − 2)�2

	y	2
2



+

y, (4)

where 	 · 	2 denotes the L2 norm of the argument (i.e.,
a vector in Euclidean space) whereas the function (x)+ =
max{x, 0} (as in eq. (3)). We observe that unlike Pinsker’s
estimator (3), the James-Stein estimator is not linear, as the
amount of shrinkage applied to the observations y depends
on the norm of the observations. For the Gaussian sequence
model (2), a blockwise variant of the James-Stein estimator
is defined [12]. We first divide the Gaussian sequence {yl}
into blocks. Then we apply the James-Stein estimator (4)
for each block. Consider a partition of the positive integers
N = ∪∞

j=0 B j , where B j = {2 j , . . . , 2 j+1 − 1} are disjoint
dyadic blocks; the size of block j is |B j | = 2 j . We define the
observation vector for block j as y( j ) = {yl, l ∈ B j }. We fix
the integers L and J . The blockwise James-Stein estimator is
defined as

θ̂∗ =

⎧⎪⎨
⎪⎩

y( j ) j ≤ L

θ̂JS(y( j )) L < j ≤ J

0 j > J,

(5)

where, θ̂JS(y( j )) is computed using (4) with n = 2 j . The
blockwise James-Stein estimator leaves the first L blocks
unchanged, applies James-Stein shrinkage to the next J −
L blocks, and shrinks the rest of the observations to 0.
The integer J is typically chosen to be of the order of
log �−2. Considering (2), we see that � ∼ 1/

√
T ; thus,

we can fix J = log T and the only free parameter is L.
The blockwise James-Stein estimator (5) is known to adapt
asymptotically to the convergence rate of the minimax-optimal
estimator for each dyadic ellipsoid [12]. Namely, if θ satisfies�

j≥0 22 jα �
l∈B j

θ2
l ≤ Cα , where α, C > 0 are the ellipsoid

parameters, then (5) adapts the convergence rate of the min-
imax estimator for each α and C without using the ellipsoid
parameters in its design; this property is known as adaptive
minimaxity [12].

5) The Truncation Estimator: An important special case of
Pinsker’s estimator (3) is the truncation estimator of the form

θ̂∗ = diag(1l≤Q)y, (6)

with cl = 1 for l ≤ Q and cl = 0 for l > Q, corresponding to
a Sobolev class of infinitely-differentiable functions, where cl

is given in eq. (3). Here, 1l≤Q is a vector where the first Q ≤ T
entries are 1 and the remaining 0; in other words, the finite-
dimensional representation of the estimate of f is obtained by
simply retaining the first Q Fourier coefficients, corresponding
to the (Q +1)/2 dominant frequency components of the com-
plex spectrum of the LFP signal. The main difference between
the general Pinsker’s estimator (3) and the truncation estimator
(6) arises in their respective rates of convergence; namely,
Pinsker’s estimator converges fastest to the true LFP waveform
as T → ∞ among all minimax-optimal estimators [12].
In practice, when the number of LFP samples T is limited,
as it is in our experiment, this is a rather subtle difference and

one should not expect significant deviation in the decoding
performance between (3) and (6), which our experiments in the
past have confirmed [10]; namely, for fixed number of Fourier
coefficient Q, the performances of a plug-in decoders based
on (3) and (6) remain virtually the same [10]. The truncation
estimator is also simpler to implement than Pinsker’s estimator
since it introduces only a single free parameter, namely the
number of retained Fourier coefficients Q, corresponding to
a cut-off frequency of (Q − 1) · νS/2T . It should also be
noted that the parameter Q is an odd number; one real
number is stored for the DC component of the signal, and two
real numbers are stored for each retained frequency, namely
the sine and cosine of the Cartesian representation of the
complex Fourier coefficient corresponding to each frequency
component [10], [12].

Pinsker’s (3), the blockwise James-Stein variant (5) and the
truncation estimator (6) act as low-pass filters, suggesting that
as long as the LFP data meets the smoothness criteria, one
should only consider the lowest frequency components and
attribute higher frequency components to the noise. The num-
ber of retained Fourier coefficients Q is, however, specific for
each of the estimators; for instance, in Pinsker’s estimator (3),
Q is a function of the smoothness parameters of the Sobolev
class α and the parameter μ, whereas in the blockwise James-
Stein variant (5), Q is a function of the integers L and J
with the latter being determined by T . In general, for a fixed
value of T , the blockwise James-Stein method (5) tends to
produce more variable LFP waveform estimates by retaining
larger number of the higher frequency components.

6) Statistical Analysis of LFP Signals: To assess the validity
of the non-parametric model (1) for our problem, we analyse
the statistical properties of LFPs. We first low-pass filter
the LFPs using the truncation estimator (6), and then we
subtract the reconstructed, smooth signal from the original
signal to obtain the remaining, noise-like component of the
LFPs. We then compute the correlation matrix and quantify the
Gaussianity of the LFP noise using the standard Kolmogorov-
Smirnov goodness-of-fit (KS-GOF) test. The results are shown
in Fig. 2. The top and middle rows depicts the correlation
matrices of the noise; we can clearly see that the matrices
for both subjects are diagonally dominated, confirming the
adequacy of the temporal independence assumption from (1).
The bottom row plots show the proportion of all LFP noise
sequences that have confirmed the null hypothesis at signifi-
cance level of 0.01 for multiple values of Q in the range from
3 to 31. We observe that the normality assumptions is also
adequate; even in the case of Q = 3, which corresponds to
2 retained components (i.e., the DC and the lowest frequency
component), the proportion of LFP noise sequences that con-
firmed the null hypothesis is nearly 80% in both subjects.

C. Combining Robust Feature Extraction With Deep
Learning

Our deep model, see Fig. 3, is a time series classification
algorithm where features are extracted from LFP record-
ings using the non-parametric function estimators presented
in Section II, while the decoding rule δ(·) is a DNN.
To summarize:
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Fig. 2. Statistical analysis of the LFP noise-like component. An arbitrary channel was selected for illustration; the conclusions are consistent across
channels. Top and middle row plots: correlation matrices of the noise component, averaged over all trials. The original LFP signals were filtered with
(6). Bottom row plots: proportion of noise sequences that confirmed the null hypothesis in Kolmogorov-Smirnov (KS) normality test with significance
level of 0.01.

Fig. 3. The deep neural decoder with non-parametric feature extraction. The LFP data is collected via multielectrode array with N channels during
the memory period of each trial; we begin sampling and recording the LFP signals at the beginning of the memory period, immediately after the
target light is extinguished (see Fig. 1). After acquiring T LFP samples from each channel, we apply a non-parametric function estimator; namely,
we use either Pinsker’s estimator (3) or the blockwise James-Stein estimator given in (5) to compute and shrink Q non-zero Fourier coefficients,
corresponding to the real and the imaginary part of the Cartesian representation of the lowest (Q + 1)/2 frequency components (including the DC
component) for each channel, which are then concatenated into single, large feature vector. We pass the feature vector through a DNN classifier
with K outputs and softmax output activation function and use max( · ) over the output vector to determine the intended motor action of the subject.

• Data acquisition. Collect N LFP sequences of length T
samples from the memory period of each trial.

• Non-parametric feature extraction. Compute Q
real Fourier coefficients per LFP sequence and
apply shrinkage following Pinsker or blockwise
James-Stein.

– Deep Pinsker Neural Network (DPNN). Features are
extracted using Pinsker’s method (3). In this case,
Q is a function of the parameters of the Sobolev
space, or, equivalently, the ellipsoid parameters.
Specifically, we first fix the smoothness parameter α
of the Sobolev space and the free parameter μ.
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The shrinkage coefficients are computed via (3)
with the number of non-zero Fourier coefficients
corresponding to the largest number Q = Q(α,μ)
such that cQ > 0 and cQ+1 = 0; note that the
monotonically increasing sequence {al} ensures the
existence of such Q for any value of the parameter μ.
As an alternative, within the framework of the DPNN
we can also apply the truncation estimator (6) that
has only one hyper-parameter, namely the number of
retained Fourier coefficients Q.

– Deep James-Stein Neural Network (DJSNN). Fea-
tures are extracted using the blockwise James-Stein
estimator (5). We fix the free integer L < J where
J = log T � and we apply the shrinkage according
to (5); the number of Fourier coefficients in this case
is Q = Q(J ) = �J

j=0 2 j .
• Flattening. The Fourier coefficients from each channel are

concatenated to form a high-dimensional feature vector of
length N Q; this is the dimension of the feature space.

• (Optional) Dimensionality reduction and/or standardiza-
tion. Use principal component analysis and/or feature
standardization (alternatively whitening) to reduce the
dimension of the feature space.

• Decoding motor intentions. Pass the high-dimensional
feature vector through a DNN and decode k.

It is important to highlight the main differences between our
architecture and existing methods commonly reported in the
literature on motor decoding. As mentioned in Section I-B,
power spectrum-based feature extraction methods such as the
spectrograms and spatial covariance matrices [8], [13], [14]
extract only information which is stored in the amplitude of
the signal, yielding an incomplete feature representation of the
LFPs; as such, their motivation is rather heuristic. Our feature
extraction, on the other hand, is rooted in minimax-optimality
arguments. This leads to simple, closed form expressions
(i.e., the results (3), (5) and (6)) which, in addition to the
amplitude information, incorporate the information stored in
the phase of the LFPs. As reported in our earlier work [10],
an LDA classifier trained over Pinsker’s features exhibited a
significant performance gain over the same classifier trained
over LFP spectrograms, which can be attributed to additional
information introduced by the phase component in the LFPs.
The aspect of information-theoretic efficiency of the non-
parametric feature extraction can be also related to the class
of neural encoders that use adaptive feature extraction [18],
[20], [33]; in these architectures, a bank of convolutional filters
are used to extract the most informative features from raw
neural activity signals, which are then fed to a fully-connected
MLP for classification. In this regard, our deep neural decoder
can be viewed as a simplified and significantly less complex
variant of popular deep models such as EEGNet [20], where
the computationally demanding adaptive feature extraction that
requires training of multiple convolutional filters is replaced
by the non-parametric feature extractor.

D. Data Bundling

As discussed in Section II, the average number of trials
per EDC in Monkey A and Monkey S is ≈90 and 250,

respectively. Given the dimension of the feature space which
easily surpasses 100 (even after dimensionality reduction,
see [10], [11]) and can go up to several hundreds, we conclude
that the number of trials available per EDC is insufficient for
reliable training of the DNN. To obtain larger data sets, we use
a data bundling algorithm. The algorithm is based on the
Euclidean proximity of the EDC vectors and uses the following
reasoning: EDCs whose depth vectors are close in Euclidean
sense, generate similar feature spaces with similar target-
conditional distributions. The algorithm operates as follows.

• we define the clustering window as the minimum number
of trials per EDC data set, which we also refer to as an
EDC data cluster

• we fix the current EDC at which we want to create data
set of larger size

• we begin appending trials for the current EDC; we first
append the trial from the current EDC and if the number
of trials is less than the clustering window, we append
trials from the EDCs which are closest to the current
EDC in Euclidean sense.

• the algorithm terminates when the total number of trials
is equal/larger than the clustering window.

For more details, the reader is referred to [10] where the
procedure has been first reported.

III. RESULTS

In this section we present our main findings. First, we dis-
cuss the formation of the training, validation and test data sets
from the raw data described in Section II-A3. In Section III-B,
we summarize the values of the hyper-parameters.
Section III-C presents the results from the evaluations.

A. Training and Test Data Sets

We first apply the data bundling mechanism, outlined in
Section II-D, to create larger data sets by bundling small
batches of data whose EDC vectors are close to each other
in Euclidean sense. The choice of clustering window was
informed by early tests from our previous work [10], [32]
where we dealt with linear classification and we investigated
clustering windows with various widths, ranging from 200 to
2000 for Monkey A and from 350 to 2000 for Monkey S;
we have observed that reasonable performance is achieved for
clustering windows anywhere between 900 and 1500 trials in
both subjects and across all depths with larger data bundles
showing a tendency of decrease in the decoding accuracy.2

Motivated by these past observations, in this work we set the
clustering window to 1400, chosen loosely to maximize the
number of data points in each data set without sacrificing the
performance significantly.

Regarding the allocation of training and test data sets,
it should be highlighted that the actual performance will be

2This is an expected phenomenon; namely, increasing the clustering window
size permits data points collected over an increasing depth range into the data
set being formed; this, on the other hand, increases the likelihood that the
data in the current set will be statistically different, i.e., drawn from different
distributions in the feature space, which ultimately degrades the classification
performance.
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highly dependent on how we split and allocate the data into the
training and test sets. To produce indicative results, we apply
statistical averaging where the relevant performance metric
is computed as an empirical average over multiple randomly
selected testing data sets; for statistical validation, we also
report the corresponding standard deviations. The starting data
set bundles, each of them containing 1400 trials are randomly
split into two disjoint subsets with sizes 1200 for training and
200 trials for testing. The neural decoder is then trained using
the training subset and the decoding accuracy over the test
subset is recorded. This procedure is repeated 100 times, and
the final estimate of the decoding accuracy is computed by
averaging the metrics calculated in each round.

As already mentioned, in our previous works [10] as well
as [32] we relied on LDA classifier, where we have shown that
the robust features extracted using the non-parametric methods
presented in Section II-B consistently outperformed the LFP
spectrograms from [8]. However, the performance reported
in previous studies reflects only the average classification
accuracy evaluated over the validation data set (i.e., the CV
risk) which is used to optimize the parameters of the model,
while the performance of the method over previously unseen
(i.e., test) data set remains unclear. Therefore, one of the major
goal of this paper is to evaluate the performance of the neural
decoding methods described in Section II-C in terms of a test
data set which is unseen during training.

B. Optimizing the Hyper-Parameters

We use the leave-one-out cross-validation (LOO-CV)
method to determine the hyper-parameters [27]. We focus
on optimizing the hyper-parameters related to the feature
extraction and the DNN. The remaining hyper-parameters
were fixed to values that are suggested in prior works [10].
For instance, we fixed T = 650, corresponding to the first half
of the memory period, since it has been observed in [10] that
this time epoch encodes most of the relevant information and
further fine-tuning over T does not bring noticeable gain.

We used the decoding accuracy averaged over target classes
during cross-validation; we repeated the procedure for multiple
configurations of the hyper-parameters. Specifically, we varied
the hyper-parameters of the feature extraction methods (such
as Q) within reasonable ranges, we varied the number of
hidden layers ranging from 1 to 5, we investigated several
different configurations for number of hidden units ranging
from 8 to 500 (with step 50), we varied the number of training
epochs ranging from 50 to 350 (with step 50), as well as
minibatch sizes ranging from 15 to 400 (with step 25). For the
learning rate, we used an adjustment technique that reduces
the learning rate by a factor of 0.1 every 50 training epochs
and we varied the initial learning rate as a hyper-parameter.
Since there are multiple data bundles, collected across different
cortical depths, we run the LOO-CV for several representative
EDC data bundles in parallel (selected from different cortical
depths). Although it is likely that at different depths, some
hyper-parameters might be further fine-tuned, the variations in
their optimal values as well as the corresponding performance
gain are subtle; that is, our main goal is to find hyper-parameter

TABLE I
THE HYPER-PARAMETERS AND THEIR VALUES

values that performs consistently well across all data sets, all
cortical depth and all subjects. We were able to find such
configuration; its parameters are summarized in Table I.

For Pinsker’s feature extraction, we retain only Q = 9
Fourier coefficient per channel, corresponding to the first
5 lowest frequencies (including the DC component); equiv-
alently, this corresponds to a cut-off frequency of 7 Hz. For
James-Stein feature extraction, we fix L = 2, whereas J = 6,
retaining (at most) Q = 127 non-zero Fourier coefficients per
channel and corresponding to a cut-off frequency of 95 Hz.
It should be noted that for the James-Stein feature extraction
method, the dimension of the feature space after concatenating
the features across channels is 32 ·127 = 4064, which is about
3.5 times larger than the number of trials in the training data
set of each EDC data bundle. Therefore, we apply PCA to
reduce the dimension of the James-Stein feature space; the
value for the number of principal modes is given in Table I
and is chosen to be equal to the dimension of Pinsker’s feature
space with Q = 9. We note that the average training accuracy
for each experiment ranged from 95% to 100%; the average
validation accuracy, on the other hand, varied noticeably across
different configurations, peaking at 97% at superficial cortical
sites and up to 75% at deep cortical sites in Monkey A.
A relatively shallow network with only 3 hidden layers and
relatively small number of hidden ReLU neurons produced
the best results; having a small DNN in our experiments is
expected since the number of trials is quite limited with larger
networks showing tendency to overfit. We have observed that
the validation set accuracy tends to drop considerably as we
increase the number of hidden layers beyond 3. We have
also observed that the performance remains more stable as
we increase the number of hidden units per layer for a fixed
number of layers; however, after increasing the number of
units per hidden layer beyond 250, the validation set accuracy
drops considerably.
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TABLE II
MEAN DECODING ACCURACY ± ONE STANDARD DEVIATION OVER BUNDLED DATA SETS. RESULTS GIVEN IN �

C. Evaluations

1) Accuracy: We begin by comparing the decoding accuracy
of the DPNN and DJSNN with the accuracy of an LDA
classifier over Pinkser’s as well as James-Stein feature space
(i.e., Pinsker-LDA as used in [10] and James-Stein-LDA).
Instead of the exact Pinsker formula (3), we use the truncation
estimator (6) as suggested in [10], [11].

The results for Monkey A and Monkey S in terms of
decoding accuracy averaged over targets, are given in Table II.
Evidently, the DPNN outperforms the Pinsker-LDA method
in both subjects and across all cortical depths. Moreover,
the results suggest that the peak decoding accuracy in both
subjects occurs at superficial cortical depths, i.e., at sites near
the surface of the prefrontal cortex, which is consistent with
previous findings in the literature [8], [10]. We also see that
the superior performance of the DPNN over Pinsker-LDA
and, similarly, the DJSNN over James-Stein-LDA remains
consistent across cortical depths. The findings are even more
interesting at deeper cortical sites; from the results, we see
that the decoding accuracy gain of the DNN-based methods
over the LDA-based classifiers tends to increase with cortical
depth. Previous analyses in the literature on eye movement
decoding [8], [10], have reported poor decoding performance
when approaching white matter, suggesting that at deeper
cortical sites the SNR of the LFPs is substantially higher than
at superficial sites. In other words, the neuronal activity close
to white matter does not produce enough informative signal
for neural decoder to produce reliable predictions. However,
the results presented in Table II suggest that part of the reason
for the poor performance at deeper cortical sites is the inherent
limitations of power spectrum-based feature extraction, as well
as the classifier. For instance, LDA is well suited for feature
spaces where the target conditional distributions are Gaussian
with the equal covariance matrices and high SNR [16], which
is not an entirely adequate assumption for our data. In this
sense, using non-linear approach based on DNN alleviates
part of the issue, achieving performance improvement beyond
state-of-the-art, linear classifier when trained over the same
features, even under limited data.

Furthermore, we see that the performance of the DJSNN
is consistently inferior to the DPNN and, in some cases even
inferior than the Pinsker-LDA; interestingly, we see that the
Pinsker-LDA is either comparable or tends to outperform
the DJSNN consistently at superficial cortical sites, in both
subjects. This is an expected result since the behavior of the
blockwise James-Stein estimator (5) is similar to the truncation
estimator (6) for the LFP data as discussed in Section II-B,
albeit with significantly larger number of features per channel.
On the other hand, it is well known from the empirical results
in earlier works [10] that the most informative frequencies
for decoding motor intentions from memory-guided visual
tasks are stored below 10 Hz; hence, increasing Q brings less
relevant information and leads to degradation of performance.

2) Sensitivity and Specificity: Tables III and IV compares the
performance of the neural decoding methods with respect to
the sensitivity and specificity.3 The sensitivity, also known
as true positive rate or recall, measures the power of a
test to determine if a hypothesis is positive given that the
hypothesis is actually positive. Similarly, the specificity, also
known as true negative rate, measures the ability of the test to
determine if a hypothesis is negative, given that the hypothesis
is indeed negative. We evaluate these binary metrics using
macro averaging: we evaluate the metrics for each target class
as the positive hypothesis while remaining targets are treated
as the negative hypothesis, and we compute simple averages
across targets; we note that the macro averaging is adequate
since the targets in our data sets are well balanced [8], [10].

Table III shows that the sensitivity is virtually equal to the
decoding accuracy reported in Table II for all neural decoding
methods; this is expected due to i) the balanced data sets,
and ii) the approximately equal distribution of the decoding
error across targets. Hence, the sensitivity as a performance
measure brings no new insights into the performance of the
methods, beyond the decoding accuracy. Table IV shows the
specificity evaluations which are more interesting; the results

3Due to space limitation, in the rest of the paper, we only show results from
two representative depths in each subject, one corresponding to superficial site,
and the other one corresponding to deep cortical sites.



1066 IEEE TRANSACTIONS ON NEURAL SYSTEMS AND REHABILITATION ENGINEERING, VOL. 29, 2021

TABLE III
MEAN SENSITIVITY ± ONE STANDARD

DEVIATION. RESULTS GIVEN IN �

TABLE IV
MEAN SPECIFICITY ± ONE STANDARD

DEVIATION. RESULTS GIVEN IN �

shows that all neural decoders have excellent ability to detect
true negatives, even at deep cortical sites, with the DPNN
again showing superior performance.

3) Comparison With EEGNet: In our final analysis, we com-
pare the decoding accuracy of our best performing model,
namely the DPNN with the EEGNet [20]. As already discussed
in Section II-C, our neural decoder can be viewed as a simpli-
fied and significantly less computationally demanding variant
of the EEGNet, where the bank of convolutional filters for
adaptive feature extraction is replaced with our non-parametric
feature extraction. Our EEGNet implementation is inspired
by the original architecture proposed in [20]. The inputs are
the raw LFP measurements with dimension N × T . We use
two layers of convolutional filters. The first layer consists of
Q temporal filters of dimension 1 × W and the second layer
consists of Q spatial N × 1 filters. In our case N = 32,
T = 650 and Q = 9. For comparison, the size of the window
W in the temporal filter bank is chosen such that the size
of the output from the spatial filter bank is equal to the
flattened Pinsker’s feature vectors, i.e., N Q; also, note that
for comparison, the number of temporal filters is fixed to Q.
Finally, the flattened deep features obtained from the spatial
filter bank are fed to a sequence of fully-connected layers with
the same configuration as the MLP classifier in the DPNN
(see Table I) followed by a softmax activation; this is again
for comparison reasons, since the fully-connected layers in
the EEGNet play the role of the classifier from the DPNN.
We trained the EEGNet using the same optimization (opti-
mizer, learning rate and batch size) as the DPNN (see Table I).

Table V summarizes the results in terms of the decoding
accuracy. We see that the peak performances are statistically
tied which is expected. However, the DPNN maintains slight
advantage over the EEGNet, suggesting that Pinsker’s feature
extraction method extracts information more efficiently than

TABLE V
MEAN DECODING ACCURACY ± ONE STANDARD

DEVIATION. RESULTS GIVEN IN �

the EEGNet with comparable configuration; it should be noted
however that the DPNN’s gain over the EEGNet might become
smaller and even vanish for different configuration of the
convolutional and/or fully-connected layers.

This brings us to the computational complexity as the main
advantage of our deep neural decoder with non-parametric
feature extraction over comparable neural decoders such as
EEGNet. Recall that the parameters of the convolutional filters
in the EEGNet need to be learned in addition to the parameters
of the fully-connected layers; for the investigated EEGNet
configuration, the number of parameters in the convolutional
layers that need to be learned is (W + N)Q in addition
to the fully-connected layers. In light of this, and while
maintaining comparable performance, the DPNN dramatically
reduces the computational complexity as it removes virtually
all trainable parameters from the feature extraction block as
the features are now directly computed from the raw LFPs
using eq. (3) (similarly, eq. (5)). In fact, the only computa-
tional burden remaining in the feature extraction block is the
Fourier transform which can be computed efficiently using fast
algorithmic implementations such as Fast Fourier transform
(FFT). As an additional convenient side effect coming from the
replacement of the trainable filter banks with non-parametric
feature extraction is the reduction of hyper-parameters that
need to be optimized. For instance, in the DPNN that uses the
truncation estimator (6), the only remaining hyper-parameter
is Q; similarly if Pinsker’s results is used or the James-Stein
variant there are at most two hyper-parameters remaining.
In EEGNet for instance, beside the number of filters in the
temporal and spatial layers (which can be different, especially
in the case when depth-wise spatial convolution is used),
there is an entire set of additional hyper-parameters that the
convolutional layer introduces (such as kernel sizes, strides
and padding) that need to be optimized. We conclude that
the significant reduction in number of parameters and hyper-
parameters makes the DPNN a cost-effective solution for BCIs
in limited data setups.

IV. DISCUSSION

In this work we proposed a deep learning approach for
decoding motor intentions from limited LFP data. The method
combines the theory of non-parametric regression for feature
extraction from LFP signals and DNN for classification.
In this sense our deep neural networks bring the best of
the worlds of non-parametric regression and deep learning,
thus bridging the gap created by the scarcity of the data, and
fostering the adoption of deep learning in neural engineering
applications on a larger scale. We considered two somewhat
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related architectures. The first one uses the famous Pinsker’s
estimator for feature extraction (i.e. the DPNN architecture),
whereas the second one applies the blockwise version of the
popular James-Stein estimator (leading to the DJSNN archi-
tecture). We tested the DPNN and the DJSNN for decoding
eye movement goals in memory-driven visual saccades to
one of eight target locations on a data collected from two
subject across various cortical depths. The results showed
improvement of the test decoding accuracy over LDA-based
methods, with the DPNN demonstrating a superior perfor-
mance peaking at 91.8 ± 2.0% at superficial cortical sites.
We also compared our methodology with state-of-art neural
decoders such as EEGNet [20] and we discussed the advan-
tages of our models, including their reduced computational
complexity.

Several directions are possible for future research. First,
evaluations over multiple, possibly many subjects are war-
ranted to confirm whether the observations from this paper
are valid across representative population; such analyses are
part of our ongoing efforts. In addition, hyper-parameter fine-
tuning across different subjects and depths might further boost
the performance and reveal interesting insights. Furthermore,
we can borrow ideas from EEGNet and incorporate them into
our feature extraction block for further performance improve-
ments, such as adaptive computation of the weights from
Pinsker’s theorem through learning; this comes at the expense
of increased computational complexity but might prove to be
valuable in moderate and large data setups, or behavioural
experiments where subjects perform multiple concurrent tasks.
Finally, the robust feature extraction can be also used over
other modalities such as EEG.
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